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Abstract—The transition towards 6G enables new architectural
paradigms integrating communication and computation to sup-
port data-intensive vertical applications. In the mobility domain,
vehicles are increasingly acting as mobile sensors, allowing to
maintain digital twins of urban infrastructure and an additional
avenue for monetizing vehicle data. However, realizing this in
practice is challenging due to limited on-board computing re-
sources, high data transmission costs, and regulatory compliance
constraints. We present a network-augmented edge architecture
for privacy-preserving processing of vehicle sensor data, aligned
with emerging 6G architectural principles. Our approach com-
bines lightweight on-board pre-processing with programmable
edge computing in the mobile network. We leverage confidential
computing to ensure confidentiality and privacy of workloads
while augmenting the on-board vehicle compute capacity. We
practically demonstrate the architecture in a use case where
vehicles collect sensor data in a live urban setting and transmit
selected data to confidential edge nodes updating the digital
representation of road signage. In this paper, we discuss design
choices, practical deployment aspects, and privacy considerations
to support such capabilities in future mobile networks.

Index Terms—Edge computing, 6G architecture, confidential
computing, vehicle sensor data, urban digital twins, compute-
connectivity convergence, programmable networks

I. INTRODUCTION

The evolution from 5G and 5G-Advanced towards 6G
is fundamentally reshaping mobile network architectures by
tightly integrating communication, computation, and intelli-
gence. Future networks move beyond incremental improve-
ments and are envisioned as programmable, cloud-native plat-
forms that host application logic and expose capabilities to
vertical domains. A central architectural challenge is there-
fore enabling shared, trustworthy computation on top of the
network infrastructure.

The automotive domain exemplifies this challenge. Modern
vehicles are equipped with high-bandwidth sensors, such as
cameras and radars, and act as mobile sensing platforms that
continuously observe their environment. Data collected from
vehicles can be used to optimise transportation flows or to

build urban digital twins representing the physical transport
infrastructure. Unlike network digital twins, which model
the state and behavior of the communication network, urban
digital twins capture aspects of the physical urban environ-
ment. The placement and condition of road signage [1] is
one example; others include traffic management, infrastructure
maintenance, and support for automated driving systems.

Effectively processing vehicle sensor data, however, remains
challenging. Existing approaches typically rely on either on-
board processing or centralised cloud processing. On-board
computing resources are constrained by cost, power, and
hardware lifecycles, and are increasingly consumed by time-
critical safety functions. In contrast, offloading raw sensor data
to centralised cloud platforms introduces latency, bandwidth
overhead, and regulatory compliance challenges. Furthermore,
the inadvertent collection of personal data raises significant
privacy and data protection regulatory challenges. These chal-
lenges are further compounded by the multi-stakeholder nature
of the transport ecosystem. Vehicles from a patchwork of
manufacturers and fleet operators share the physical infrastruc-
ture, yet cannot assume mutual trust to freely exchange raw
sensor data and proprietary processing logic. Addressing this
through bilateral agreements or dedicated infrastructure per
stakeholder does not scale. Enabling collaborative, data-driven
applications requires mechanisms allowing parties to use
shared resources without exposing sensitive data or implicitly
trusting the infrastructure provider. These constraints motivate
moving computation closer to the data source, while providing
strong, verifiable guarantees about how data is handled when
processed outside the vehicle.

Network-edge computing has emerged as a key enabler
in this context. Using compute capacity within the mobile
network infrastructure, edge platforms enable low-latency pro-
cessing while reducing raw transfers in the core network.
Edge computing capacity protected by Trusted Execution
Environments (TEEs) [2] and exposed through programmable
network APIs, such as CAMARA [3], enables the execution of



workloads on shared third-party infrastructure while ensuring
the confidentiality and privacy of data and software workloads.
Confidential edge environments enable an execution layer
where connected devices can perform secure computations
using common resources without exposing sensitive assets.

We describe this as a network-augmented architecture com-
bining compute—connectivity convergence, network exposure,
and confidential edge processing to enable urban infrastructure
digital twins supported by heterogeneous vehicle fleets. This
confidential edge architecture enables continuous live updates
of the digital twin using vehicle sensor data, while preserving
privacy, enabling multi-stakeholder participation, and creating
new monetization models for both vehicle operators and
telecommunication service providers.

We implemented the confidential edge architecture in a use
case where trucks equipped with sensors collect observations
in an urban environment, with selected data processed on
confidential edge nodes within the mobile network. In this
paper, we focus on architectural design choices, system inte-
gration, and practical insights from deploying and operating
the architecture in a realistic setting, leaving quantitative
performance evaluation as a next step.

The contributions of this paper are as follows: (i) an
architectural blueprint for the confidential edge platform; (ii)
a practical demonstration of updates to urban digital twins
enabled by confidential edge processing using live data from
vehicles on the road; and (iii) a discussion of architectural
implications and future directions for enabling scalable, trust-
worthy automotive applications on emerging 6G networks.

II. BACKGROUND AND CHALLENGES
A. Vehicle Sensor Data

Modern vehicles are increasingly equipped with a rich set
of sensors, including cameras, radars, lidars, inertial mea-
surement units, GNSS receivers, and other internal sensors
connected via in-vehicle networks such as CAN, FlexRay,
and Automotive Ethernet [4]. Camera sensors are particularly
data-intensive yet versatile, enabling applications ranging from
advanced driver assistance systems (ADAS) and automated
driving to infrastructure monitoring and fleet-level analytics.

Over the past several years, vehicle sensors have evolved to
generate more data more quickly. High-resolution cameras op-
erating at multiple frames per second can generate continuous
data streams that quickly reach gigabytes per hour per vehicle,
even more so for autonomous vehicles [5]. While much of
this raw data is redundant or has limited immediate value,
it often contains small but critical fragments of information
essential for traffic safety, operational efficiency, and transport
infrastructure maintenance. Extracting this value typically re-
quires computationally expensive processing, such as object
detection, classification, and fusion with contextual data.

Vehicle sensor data is inherently privacy-sensitive [6]. Video
streams may capture identifiable individuals, vehicle license
plates, or detailed location traces, making them subject to
strict data protection regulations such as the GDPR. These
characteristics make large-scale sharing or central aggregation

of raw vehicle sensor data both technically inefficient and
legally challenging. The difficulty is further amplified in multi-
stakeholder environments, where data originates from vehicles
operated by different fleet or individual owners who cannot
assume mutual trust or freely exchange raw data.

B. On-Board Compute Limitations

Processing vehicle sensor data directly on board offers ad-
vantages in terms of data locality, low latency, and immediate
control over sensitive information. However, on-board com-
puting constraints are particularly pronounced for compute-
intensive workloads, such as deep neural network inference
on high-resolution video streams.

While modern vehicles increasingly incorporate domain
controllers and hardware accelerators, available compute ca-
pacity is typically prioritised for safety-critical and time-
sensitive functions, leaving limited headroom for additional
analytics [7]. Retrofitting older vehicles with advanced com-
puting hardware is impractical and costly, while vehicle hard-
ware lifecycles lag significantly behind the rapid evolution of
machine learning models and perception algorithms.

As a result, purely on-board solutions often require ag-
gressive model simplification, reduced sensing fidelity, or
infrequent execution, which negatively impacts both accuracy
and robustness. In practice, this leads to a clear architectural
division of labor: Lightweight models can be deployed on the
vehicle to perform basic filtering or pre-processing, while more
accurate, computationally intensive, and collaborative analyses
must be performed outside the vehicle to be viable at scale.

C. Network Prerequisites and Privacy Challenges

Offloading vehicle data processing outside the vehicle re-
quires a communication infrastructure that can support high
uplink data rates, low and predictable latency, and reliable con-
nectivity under varying mobility conditions. Centralised cloud
solutions struggle to meet these requirements due to round-
trip latency, backhaul congestion, and the cost of transmitting
large volumes of raw sensor data over wide-area networks.

Edge computing within the mobile network infrastructure
offers a promising alternative, enabling processing close to
the data source to reduce latency and limit the amount of
data that must traverse the core network. This approach is
particularly suited for uplink-heavy workloads, such as video-
based perception, with only a fraction of frames or derived
metadata forwarded beyond the edge.

Beyond performance, network-based processing introduces
fundamental trust and compliance challenges. Vehicle man-
ufacturers, fleet operators, and public authorities must rely
on shared infrastructure without exposing raw sensor data or
proprietary processing logic to infrastructure providers or other
stakeholders [8]. This is especially critical in scenarios where
multiple vehicle manufacturers and fleets contribute data to a
common pool.

Addressing these challenges requires architectural support
for verifiable and isolated execution of workloads on third-
party infrastructure. Confidential computing at the network



edge provides a mechanism for protecting data and code
during execution in Trusted Execution Environments (TEEs),
enabling the shared use of edge resources without requiring
implicit trust between stakeholders [2]. Together with pro-
grammable network exposure and edge access, this capabil-
ity enables a network-augmented processing model, where
latency-critical filtering is performed onboard the vehicle,
while compute-intensive and collaborative analytics are ex-
ecuted on shared, confidential edge nodes.

III. USE CASE: URBAN INFRASTRUCTURE DIGITAL TWIN

To motivate the proposed architecture, we consider a use
case on maintaining an up-to-date digital representation of
urban road signage (see Figure 1). Accurate and timely in-
formation about the presence, placement, and condition of
road signs is crucial for ensuring traffic safety, maintaining
infrastructure, and supporting the development of automated
driving systems. In practice, however, municipalities often rely
on manual inspections or sporadic surveys - approaches that
are costly, slow, and difficult to scale across large urban areas.

Instead, vehicles from multiple manufacturers and fleet
operators act as mobile sensors while performing their reg-
ular transport tasks in the city. Front-facing vehicle cameras
observe road signs encountered along the route. Rather than
continuously transmitting raw video streams, lightweight on-
board processing identifies candidate observations of interest
and selectively forwards them to the network edge for further
analysis. This approach limits bandwidth usage and reduces
unnecessary exposure of raw sensor data (see Figure 1).
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Fig. 1. Digital twin use case: Sensor-equipped vehicles detect damaged or
non-compliant traffic infrastructure, while confidential processing on shared
edge nodes enables multiple vehicle fleets to contribute to and benefit from a
common urban digital twin without exposing sensitive data.

At the network edge, compute-intensive processing de-
ployed in TEE eliminates personal and privacy-sensitive data,

Operator

classifies detected road signs, and matches their content and
position against a reference representation from an authori-
tative source. The output consists of compact and validated
observations, indicating, for example, missing, damaged, or
incorrectly placed road signs. Observations are then used to
update a digital representation of the urban road environment,
a city-level digital twin that reflects current conditions.

A central architectural requirement in this use case is
the ability to support contributions from multiple vehicle
manufacturers and fleet operators using shared infrastructure.
Confidential edge processing is key to enabling this model by
ensuring that raw sensor data and proprietary processing logic
remain protected during execution. This enables vehicles from
different stakeholders to rely on common edge resources with-
out requiring mutual trust or bilateral data-sharing agreements,
while still allowing for collective updates to the digital twin.

From an architectural perspective, this use case highlights
several key properties of the proposed approach. First, it illus-
trates how compute—connectivity convergence enables data-
intensive perception tasks to be executed logically and geo-
graphically close to the data source with low latency. Second,
it demonstrates how privacy-sensitive data, such as video, can
be processed on third-party infrastructure that supports multi-
stakeholder participation without exposing raw sensor streams.
Ultimately, it highlights how programmable edge resources
can serve as a neutral integration layer for vertical digital twins
that are continuously updated by heterogeneous vehicle fleets.

While road sign maintenance is a concrete yet trivial exam-
ple, the same architectural pattern applies to a much broader
class of urban digital twin applications. These include moni-
toring of road conditions, temporary traffic changes, and other
infrastructure elements that benefit from frequent, distributed
observation by vehicles operated by distinct stakeholders.

IV. NETWORK-AUGMENTED ARCHITECTURE
A. Design Goals

The architecture addresses the combined challenges of
data intensity, privacy, and multi-stakeholder collaboration in
vehicle-supported urban digital twin applications. Rather than
optimising for a single vehicle or organisation, the architec-
ture explicitly targets shared operation across heterogeneous
vehicle fleets and infrastructure providers.

First, the architecture minimises the transfer of raw sensor
data outside the vehicle by enabling early-stage filtering and
processing at the data source. This reduces uplink bandwidth
consumption and limits unnecessary exposure of potentially
sensitive data, while still allowing for the extraction of valu-
able observations downstream.

Second, the architecture leverages compute resources in
the mobile network for low-latency and scalable processing,
expanding the capabilities of typical on-board vehicle hard-
ware. By placing compute close to the access network, the
approach reduces the latency, cost, and operational complexity
associated with processing in hyperscaler cloud data centres.

Third, the architecture supports shared use of edge resources
across organisational boundaries. It enables vehicles from



different manufacturers and fleet operators to rely on common
infrastructure without requiring mutual trust or bilateral data-
sharing agreements. This assumes strong, verifiable guarantees
for data confidentiality and workload isolation when process-
ing is performed on third-party infrastructure.

Finally, the architecture is aligned with emerging 6G prin-
ciples, including programmability, exposure of network and
compute capabilities through APIs [9], and the tight integra-
tion of communication and computation to support vertical
applications operating on top of the network.

B. Architecture Overview

Figure 2 illustrates interactions between vehicles, mo-
bile network, and edge computing resources. Vehicles act-
ing as mobile sensing platforms generate high-bandwidth
data streams. On-board workloads perform lightweight pre-
processing to reduce data volume and identify data segments
of potential relevance for further analysis.

We deployed this setup in the AstaZero digital test envi-
ronment'. Selected data from the user equipment (vehicle)
is transmitted over the mobile access network to compute
resources at the network edge, deployed as a Kubernetes
cluster operating Kata containers> with confidential computing
support. These edge nodes are located within the operator
infrastructure, deployed in AstaZero’s environment, geograph-
ically close to the vehicles, enabling low-latency processing
and reducing the amount of data traversing the core network.
Edge processing focuses on compute-intensive tasks, such as
object detection and classification, which are impractical to
execute continuously on board due to resource constraints. The
output of the edge processing consists of compact data points,
including location data, detected road signage, road surface
conditions, the condition of road infrastructure, and more.
These outputs can be consumed by applications with local
geographic relevance, such as those monitoring municipal
infrastructure, or forwarded to back-end systems for aggrega-
tion and integration into broader digital representations of the
urban environment. This layered processing model supports a
gradual refinement of data, transforming raw observations into
increasingly valuable outputs while preserving the privacy of
the individuals operating the vehicles.

C. 6G Edge and Access APIs

A key enabler of the proposed architecture is the use of
programmable network exposure and edge access APIs. These
APIs allow applications to dynamically discover, request, and
manage network and compute resources, rather than relying
on static provisioning or tightly coupled deployments.

Through access APIs such as CAMARA, vehicle-facing
applications can select suitable edge execution environments
based on criteria such as latency requirements, geographic
scope, or data sensitivity. Processing workloads can be de-
ployed, scaled, and relocated as vehicles move through the

IThe AstaZero proving ground and test environment for the automated
transport system: https://astazero.ri.se/
2The Kata Containers Project: https:/katacontainers.io/

network, supporting a flexible compute—connectivity conver-
gence model in which computation is placed where it is most
effective. At the same time, enabling the architecture described
in this paper would require extending the CAMARA API
to facilitate the deployment and remote attestation of TEEs
within the mobile network infrastructure.

From an architectural perspective, such APIs decouple ver-
tical application logic from the underlying network implemen-
tation. This allows applications such as urban digital twins to
evolve independently of network technology, aligning with 6G
design principles that emphasise openness, programmability,
and innovation across diverse vertical domains.

D. Privacy-Preserving Edge Processing

Processing vehicle data on shared third-party infrastructure
brings trust and compliance challenges not addressed through
traditional perimeter-based security mechanisms. Instead, the
architecture incorporates privacy-preserving processing at the
network edge as a foundational design element.

Executing edge workloads within TEEs protects both data
and processing logic during execution. This further ensures
that neither the network operator nor other co-located work-
loads can access raw vehicle data or proprietary algorithms.
Such environments enable a ‘“digitally blind” processing
model, where infrastructure providers offer compute capacity
without visibility into the content being processed.

This capability is essential for enabling shared edge infras-
tructure across multiple stakeholders. Connected vehicles can
contribute data and rely on common edge resources without
requiring direct trust relationships. As a result, data from
heterogeneous and potentially competing sources can be com-
bined to update a shared urban digital twin, while maintaining
compliance with personal data protection regulations.

V. DISCUSSION AND RESULTS

The Confidential Edge architecture was demonstrated in a
live urban environment in Gothenburg, Sweden, during the
summer of 2025. Figures 3 and 4 illustrate the operational
context of the demonstration, showing the vehicle route and
representative camera views from the urban environment.
Testing in a realistic deployment setting highlighted the vari-
ability and complexity of real-world sensing conditions, which
motivate edge-based processing close to the data source.
These observations align with prior evaluations of vehicular
offloading under adverse network conditions [10].

The presented architecture and demonstration use case
provide qualitative evidence that network-augmented edge
processing can bridge the gap between constrained on-board
vehicle systems and centralized cloud platforms, while simul-
taneously enabling collaboration across multiple stakehold-
ers. By distributing computation across the vehicle and the
mobile network edge, the architecture supports data-intensive
perception tasks close to the data source, while maintaining
strong control over how sensor data is exposed and processed.
This reinforces compute—connectivity convergence as a foun-
dational architectural principle for transport-oriented vertical
applications in future mobile networks.






